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Why data representation matters

PIM for general applicaGons Genomics accelerator

(My projects back in Michigan)

Vector representaGon

Universal Automata

Facilitates implemen-ng restric-ons in PIM

DP Array

Facilitates implemen-ng efficient dataflow

ASPLOS 2018

MICRO 2019

ISCA 2018

MICRO 2020DCSR format
SC 2019



Why data representation matters

Weight Traffic /
Limited Sparsity ConfiguraGon

Sparse Irregular
Memory Access

AcGvaGon /
Growing Context

Repeated generaGon
in Diffusion models

“Shuffling data is what costs energy, not the computa7on itself.” Yann LeCun



Why data representation matters
Weight Traffic /

Limited Sparsity ConfiguraGon
Sparse Irregular
Memory Access

AcGvaGon /
Growing Context

Repeated generaGon
in Diffusion models

Good Data RepresentaGon + Architecture

On-chip weight generaGon
with SLT

Access localizaGon 
with VQ

KV Compression
with PQ on PIM

Output MemoizaGon
with Fuzzy Cache



Data representations shapes what we compute

① On-Chip Weight Regenera-on
through Strong Lo_ery Ticket Theory

② Sparse Access Localiza-on for GNNs
through X-parGGon message quanGzaGon

AAAI 2026 ISSCC 2022

ISCA 2025

③ Capacity-Wall Problem of LLM on PIM
addressed by PIM-aware KV compression

HPCA 2026

④ Memory-Centric Approach for Physical AI
AcGon caching and local acGon generaGon

SLTPQ

SLT+VQ AC



Can Random Weights Work for a Neural Network?

Strong lottery tickets 5

Freeze every weight at its random initial value.
Then, pick up edges.

Can the network still work?



Strong Lottery Tickets

Strong lottery tickets 6

Random weights stay fixed.
A learned mask (supermask) selects the subnetwork.

Conjecture: Randomly-initialized networks contain an accurate subnetwork that, at 
initialization, match the performance of the full network.

≃
Random 
Weights🎲

Prune✂

Winning 
Ticket

Trained
Dense Network



Random Weights Can Be Regenerated

Strong lottery tickets 7

Conventional network

Learned weight values Core

Weights

Strong lottery ticket

Learned mask

Seed + Supermasks

RNG
Weights

Core

Weights can be regenerated locally with Random Number Generators (RNG). 

(Tunable sparsity)



Hiddenite: On-Chip Model Construction with SLT

Hiddenite 8

Weight generation

Reproduce random weights
from compact seeds.

Supermask expansion

Decode connectivity
applying supermasks.



Hiddenite: On-Chip Model Construction with SLT

Hiddenite 8
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Conventional NNs require all weights to be loaded



Hiddenite: On-Chip Model Construction with SLT

Hiddenite 8
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Hiddenite: On-Chip Model Construction with SLT

Hiddenite 8

n Computation is extremely simple

n Binary weights {-1, +1} show better 
accuracy than multi-bit weights

PSUM 
= Σ if(Supermask){iAct x Weight}
= Σ{(iAct and Supermask) x Weight}

iA
ct

Supermask
{0, 1}

Weight
{ -1, +1}

1

8

8

1
Sign 

Inversion

PE

1 bit 1 bit8 bit

↓
J Lower power

→ Area efficient PE (Processing Element)

Supermask-based
data gating

[V. Ramanujan+, CVPR2020]



Hiddenite in Silicon

Hiddenite 10

TSMC 40 nm CMOS
93.4% less memory accesses

16.0–18.2 TOPS/W on ResNet-50 at 0.77 V

Ac
cu

ra
cy



Do Strong Lottery Tickets Exist in Attention?

SLTs for attention 11

Prior SLTH Theory: 
 

l Scope:
MLPs, CNNs, Equivariant NNs [3-5]

 

l Key proof tool:
Two-layers-for-one approximation

Toward Transformers: 
 

l New component:
Multi-Head Attention (MHA)

 

l Gap:
Pairwise query-key dot products
(token-token interactions)
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Multi-Head Attention (MHA)



Strong Lottery Tickets in Multi-Head Attention

SLTs for attention 12

A sufficiently wide random MHA contains a subnetwork
that approximates a target MHA under the theorem’s assumptions.

Required Q/K/V width is independent of input sequence length and target Q/K/V width.



Agenda

① On-Chip Weight Regenera-on
through Strong Lo_ery Ticket Theory

② Sparse Access Localiza-on for GNNs
through X-parGGon message quanGzaGon

AAAI 2026 ISSCC 2022

ISCA 2025

③ Capacity-Wall Problem of LLM on PIM
addressed by PIM-aware KV compression

HPCA 2026

④ Memory-Centric Approach for Physical AI
AcGon caching and local acGon generaGon

SLTPQ

SLT+VQ AC



GNN Computation and Memory Access

13BingoGCN

handle irregular graph data and are widely used in multi-level applications.GCNs

Node-level Task Link-level Task Graph-level Task

Academic network Social network Molecular graph

Achieving real-time, large-scale GNN inference remains a significant challenge…



Challenges of GCNs
21

1. Excessive memory and communication demands

On-chip 
Buffer

👎 Not scalable!
Prior work [FlowGNN HPCA'23, etc.] 

assumes small graphs that enGrely 

fit in onchip buffers



Challenges of GCNs
22

Solution

1. Excessive memory and communication demands

METIS[1]

Inter-partition edges
grow rapidly!

OGBN-Arxiv (#P = 3)

[1] George Karypis and Vipin Kumar. 1997. METIS: A so?ware package for parDDoning unstructured graphs, parDDoning meshes, and compuDng fill-reducing orderings of sparse matrices.

On-chip 
Buffer

Buffer size  ∝ (#N /#P)

👍 Locality
👍 Area Efficiency

#P = 16

Graph partitioning 
improves locality!

On-chip Buffer

Off-chip
DRAM

👎 Random off-chip 
access

👎 #Parts not scalable

ParGGoning Dilemma!



Cross-Partition Message Quantization (CMQ)
23

Vector Quan,za,on CMQTraditional Quantization

vec

vec

vec

vec

*
*

High-dimensional vector space

Sgn Exp Mnt

FP32

Sgn Exp Mnt

FP16

§ Quantizes value-by-value

§ Low compressibility

§ Incorporates vector semantics

§ Quantizes relative vector 
positions by centroids

§ Context aware & High 
compressibility!

C1

C2

centroids

C1

C2

…

Inter-part msg

Codebook

Inter-part msg 
substituted by 
centros in codebook

Centroids

Cross-Partition Message 
Quantization

1D (scalar) space



Cross-Partition Message Quantization (CMQ)

In the beginning of each layer…
Query the Code Books 

3 Parts

1 2

3

4

5

6

7

9

8

On-chip 
Buffer



Cross-Partition Message Quantization (CMQ)
25

In the beginning of each layer…
Query the Code Books 

3 Parts

2
4

5

6

7

👍 No Off-Chip Access

Codebooks
(On-Chip)

4

5

6

C1

C3

C3

C1

Off-Chip Memory

2 → C17
8 9 → C3

Cross partition 
Message Quantizaiton

9

On-chip 
Buffer

Online Msg 
Quantization

&
Updates

8



SLT for Sparsity and Efficient Computation
26

ACC. Sparsity

…

Fine-grained Structured 
pruning

…

Pruning style RNG for weights

Index of layer Index of row

Seed =

⭐Solve invalid genera6on problem

⭐Solve PE low uGlizaGon problemAdd + Flip

…

… …

… …

Unstructured 
pruning

Non-zero Zero

Structured pruning

……
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BingoGCN Architecture  

①Replacement

②SLT Transformation
③ Message Passing

④ Update

PEs Supports 
Fine-grained 
Structured Pruning

CMQ Ping Buffer

IO

RNG

Scatter

Scatter
Output 
Buffer

Off-chip Memory
Input Feature Output 

Feature
Edge ListMask

Supermask Buffer

.

.
Seed

Combination Engine
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e 
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Scatter Ac
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or

CMQ Pong Buffer

Activation Unit

CMQ
Dis. Calc.
Update

Main Controller

Aggregation Engine

Edge embeddings

Input 
Buffer

Query

Centroid

Intra Node
Inter Node

.
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BingoGCN Architecture 

PEs Supports 
Fine-grained 
Structured Pruning

CMQ Ping Buffer

IO

RNG

Scatter

Scatter
Output 
Buffer

Off-chip Memory
Input Feature Output 

Feature
Edge ListMask

Supermask Buffer

.

.
Seed

Combination Engine
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CMQ Pong Buffer

Activation Unit

CMQ
Dis. Calc.
Update

Main Controller

Aggregation Engine

Edge embeddings

Input 
Buffer

Query

Centroid

Intra Node
Inter Node

.

No off-chip memory 
Intra Node data access

Inter Node data access

§ Sequential access to DRAM

§ Capture locality using buffers

§ Dynamically summarized by CMQ

§ No off-chip memory access!



BingoGCN: Hardware Efficiency

BingoGCN 19

2.0–65.7× speedup 3.2–107× energy efficiency
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① On-Chip Weight Regenera-on
through Strong Lo_ery Ticket Theory

② Sparse Access Localiza-on for GNNs
through X-parGGon message quanGzaGon

AAAI 2026 ISSCC 2022

ISCA 2025

③ Capacity-Wall Problem of LLM on PIM
addressed by PIM-aware KV compression

HPCA 2026

④ Memory-Centric Approach for Physical AI
AcGon caching and local acGon generaGon
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Addressing Memory-bound Computation in LLM
31

PIM (Processing-in-Memory) accelerates memory-bound computations
• Reduce data movement overhead by placing execution units within the memory

GPU

HBM

GPU

HBM-PIM

Bank Array

PIM Execution Unit

Bank Array High internal BW

BW limitation in 
interconnect

3.35TB/s

24.12TB/s



PIM Challenges: PIM Capacity Wall
32

Bank Array

PIM Execution 
Unit

Bank Array

PIM Capacity Wall
Half of bank arrays are replaced

HBM-PIM

How should we mitigate the PIM Capacity Wall?

Naïve scaling Quantization Offloading

HBM
16GB

HBM-PIM
8GB+logic
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PIM Challenges: PIM Capacity Wall
33

Naïve scaling Quantization

Offloading

HBM CPU memory
Offload KV cache to large CPU memory
n Low bandwidth causes a bottleneck
n Sparse access lower PIM utilization

Proposal: AQPIM

Existing approaches are ill-suited for PIM

10s to 100s of HBM-PIMs are required

Massive memory consumption 
due to long context and CoT Supporting multiple numerical 

formats in PIM increases 
area overhead

① Require data compression

③ Desired to complete operations within PIM

② Need to minimize area overhead

① High compression ratio

③ Complete operations within PIM
② Minimal area overhead



KV Cache Locality
34

Weight Key
KV cache exhibits context dependent 

distribution biases

Online clustering-based quantization
is suitable for compressing KV cache

Visualization by UMAP [5]
Dimensionality reduction technique 
preserving data’s topological structure

[5] Leland Mclnnes, et al.,“UMAP: Uniform Manifold Approximation and Projection for Dimension Reduction,” arXiv, 2018.



Product Quantization (PQ)
35

① Split original vector into subvectors
Expressiveness and parallelism

② Perform clustering using k-means
Calculate centroids online

We further apply LLM-specific 
optimizations to preserve accuracy

original vector

subvector subvector

centroids

centroid centroid

0 3

closest 
centroid

③ Assign each subvector to a centroid
Represent each subvector by index



Attention Computation w/o Dequantization

01  QUERY × KEY CODEBOOK

Build small inner-product tables,
not the full key matrix.



Attention Computation w/o Dequantization

01  QUERY × KEY CODEBOOK

Build small inner-product tables,
not the full key matrix.

02  INDEX LOOKUP + SUM

Stored key indices select partial
products; sum across subvectors.



Attention Computation w/o Dequantization

01  QUERY × KEY CODEBOOK

Build small inner-product tables,
not the full key matrix.

02  INDEX LOOKUP + SUM

Stored key indices select partial
products; sum across subvectors.

03  SOFTMAX + VALUES

Apply softmax, then combine value
codebooks and indices for output.

Compute directly on
compressed PQ data.



Resolving Random Access to Inner Prod Matrix

24

Row-buffer locality

Keep the lookup table
within one row buffer.

Indirect access

Route stored indices to
the column decoder.

Page-aware clustering algorithm

Intra-row indirection in PIM



AQPIM: Capacity and Latency Benefits

26

Red: AQPIM   Blue: SnapKV
Orange: PQCache Green: SKVQ

3.4× vs. idealized AttAcc
with sufficient capacity

AQPIM consistently achieves high compressibility and low latency

AQPIM shows superior 
performance especially when 
KV overflows GPU memory
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Vision-Language-Action Models

Robot foundation models 27

Observe Infer Act

Repeated decisions create opportunities to reuse prior computation.
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Ac#onCache: Caching Intermediate Ac#ons

High similarity

Past Condition

Current 
Condition

Action Head
×𝑵𝐟𝐮𝐥𝐥 steps

･･･

×𝑵𝐡𝐢𝐭 steps

･･･

Skip

Reuse

Reuse past ac*ons as prior knowledge

Similarity search with Action 
Condition (Key)

Ac#on Cache

✔ Fewer denoising steps accelerate inference
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Ac#onCache

①

②

③

④

① Extract visual and language features
② Build the cache key: compress the VLM output with a random ternary sparse matrix
③ Cache lookup: Similarity search between keys ⇒ Hit if exceeds the threshold
④ Action generation: Hit ̶ fewer denoising steps / Miss ̶ full denoising steps



Experiment: Real-Robot Evalua#on

l SO-101 Robot-Arm Experiments

✔ One-step genera*on
matches base-model task success



ActionCache: Success and Latency

ActionCache 32

SO-101 task success (%) SO-101 speedup

90

88

100

88

90

100

Pick sausage

Pick + close

Push button

ActionCache Base

1.62×

3.80×

6.26×

1.26×

1.66×

1.88×

Pick sausage

Pick + close

Push button

End to end Action head

10 base steps; 1 refinement step on a cache hit. Values from the original real-robot results.



Can We Skip the Entire VLA Call?

VLA-ULAP 33

ActionCache

Observation VLM still runs Cache lookup Fewer steps Action

VLA-ULAP: selected local decisions

Fresh images + state + history

Small local predictor

Skip the full VLA call

Local prediction removes selected full-model decisions.



VLA-ULAP: Local Decisions with VLA Refresh

VLA-ULAP 34

Fixed schedule at chunk boundaries

VLA Local Local VLA Local

Full policy at selected times

Fresh local observations
for each action chunk

Local decisions avoid round trips. VLA refreshes limit drift.



A Memory Hierarchy for Robots

Future VLA research 39

Shared reasoning model

Robot 1 Robot 2 Robot 3
Body-specific policy + local experience

What should be shared?

Semantic reasoning across 
robots

Who queries, and when?

What stays near the robot?

How does it adapt?



Key Takeaway: 
  Data representations shapes what we compute

① On-Chip Weight Regenera-on
through Strong Lo_ery Ticket Theory

② Sparse Access Localiza-on for GNNs
through X-parGGon message quanGzaGon

AAAI 2026 ISSCC 2022

ISCA 2025

③ Capacity-Wall Problem of LLM on PIM
addressed by PIM-aware KV compression

HPCA 2026

④ Memory-Centric Approach for Physical AI
Action caching and local action generation

SLTPQ

SLT+VQ AC




